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Combining chemists’
expertise and a
computer’s advanced
capabilities to generate
‘good’ ideas
One of the defining challenges of drug discovery is the need to make complex
decisions regarding the design and selection of potential drug molecules based
on a relative scarcity of experimental data.

A

high quality lead or drug candidate
requires a balance of many properties,
including potency, selectivity, absorption, distribution, metabolism, elimination
(ADME) and safety. Synthesising compounds and
generating experimental data, even using modern
high-throughput methods, is time-consuming
and expensive. Therefore, the opportunity to
explore new compound ideas has been limited.
An experienced medicinal chemist can easily generate enough ideas to keep a team of synthetic
chemists and biologists busy and each idea must
be carefully considered. In this scenario, the risk
is that opportunities to quickly identify high
quality compounds may be missed, as the tendency to quickly focus on a relatively small range
of chemical diversity prevents a broad search of
chemical possibilities.
The emergence of predictive in silico models of
the properties of potential drug compounds
offers the ability to quickly and inexpensively
generate vast quantities of predicted data on
large numbers of compounds1. Furthermore,
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modern ‘multi-parameter optimisation’ methods
allow the potential to integrate this information
and assess a large number of compound ideas
against the ideal profile of properties required in
a high quality lead or candidate drug2,3. In this
new scenario, the limitation becomes the time
and experience necessary to generate a wide
diversity of compound ideas and manually enter
these into a computer.
This article discusses an approach to overcome
the relative scarcity of ideas in the case where it is
easy to assess potential new compounds using
predictive methods. The approach automatically
generates chemically relevant compound ideas,
assesses them against a project’s requirements and
prioritises the ideas for detailed consideration by
an expert. In this way, an optimal combination of
the strengths of a computer and an expert user
can be achieved. The computer’s ability to analyse
and prioritise a large number of chemical possibilities complements the fact that an expert cannot possibly examine all generated structures
individually. At the same time, the expert’s ability
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Figure 1: Illustration of workflow to initiate the generation of new compound structures, as implemented in StarDrop™: (a) Specify the input structure.
A region of the molecule can be chosen to be ‘frozen’ (shown in light blue), in which case no modifications will be made to this region.
(b) The transformations to apply can be selected, either individually or as groups. The groups can be managed to create groups tailored to specific
objectives or to add new transformations. (c) The number of generations can be specified and a criterion for selection can be defined to limit the growth
of the number of compounds generated. The selection can be defined as a minimum threshold for a property or score or a maximum number or
percentage of each generation that will be used as the basis for subsequent generations

to define and manage the project requirements
ensures that the computational model explores
the right regions of chemical space. The goal is to
stimulate the creative process in hit-to-lead and
lead optimisation, not necessarily to automatically find the final, optimal molecule.
By helping to consider a wide diversity of possible chemical strategies, this approach can also help
to mitigate the risks of inherent biases in the way
that people make decisions about potential courses
of action4. In particular, one common bias, called
‘confirmation bias’, reflects the tendency of people
to focus on experiments that will tend to confirm,
rather than challenge, their existing hypothesis. In
the context of drug discovery, this can lead to premature narrowing of the scope of exploration,
with the potential to miss valuable opportunities to
find high quality compounds. Automatic generation and prioritisation of new compound ideas can
highlight alternative strategies and help to ‘think
outside the box’.
The next section highlights an approach to generating relevant compound ideas that are interesting and acceptable to medicinal chemists. Scientists
can consider how in silico models can be effectively applied in this scenario, despite the inherent
uncertainties in the data generated by computational methods, and how all of this data can be
brought together to prioritise the compound ideas.
Finally, the article will describe an illustrative
example of the application of these methods to
explore chemistry which is based on the lead compound that ultimately gave rise to the marketed
serotonin reuptake inhibitor Duloxetine, before
drawing some conclusions.
16

Generating relevant compound ideas
A successful method to generate compound ideas
must satisfy a number of requirements:
l It must generate a wide diversity of chemistry, as
the objective is to explore many ideas in the search
for an optimal solution.
l The compound structures generated must be relevant. In particular, the number of ‘nonsensical’, eg
chemically unstable or infeasible, compounds must
be kept to a minimum.
l The user must be able to control the generation
process; for example by specifying a group or template that must remain present or by limiting the
breadth of search.
l The ideas generated must tend towards ‘druglike’ compounds.
Early approaches to computational generation
of new compound structures, described under the
term ‘de novo design’5, commonly worked by
‘growing’ a small fragment known to weakly bind
to a biological target or linking two or more fragments. The newly generated molecules were chosen
to fit a model of the binding pocket of the target,
forming multiple interactions and hopefully resulting in increased binding efficiency. The success of
these methods was limited by the fact that the molecules proposed were often chemically infeasible or
did not have sufficiently ‘drug like’ physicochemical and ADME properties. These limitations could,
to some extent, be addressed by post-filtering of
compounds to remove inappropriate compounds6.
An alternative approach, that helps to meet the
requirements above was pioneered by a package
Drug Discovery World Fall 2011
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called ‘Drug Guru’ (drug generation using rules),
developed by a team at Abbott Laboratories7 and
has also been applied in other platforms such as
Pareto Ligand Designer8 and StarDrop™9. This
approach works by applying a set of medicinal
chemistry ‘transformation rules’ to an initial ‘parent’ molecule to generate related ‘child’ structures.
These transformations are based on collective
medicinal chemistry experience and examples of
transformation rules range from simple substitutions or functional group replacements to more dramatic modifications of the molecular framework
such as ring opening or closing. This approach
ensures that a high proportion of the compound
structures generated are relevant; typically 90%95% are acceptable to medicinal chemists, while
encoding a wide range of different chemistries.
The transformations do not have to correspond
to specific chemical reactions or synthetic routes;
they are intended to describe changes to molecules
that a medicinal chemist might consider in the
course of an optimisation project. A single transformation might require multiple synthetic steps or
the synthesis of new building blocks. However, the
transformations are typically not major rearrangements – they are relatively feasible moves in chemical space.
Applying many transformations iteratively to
generate multiple ‘generations’ of compound ideas
can result in very large numbers of molecules.
Therefore, it is important to allow the user to exert
some control on the generation process. For example, it may be desirable to specify a region of the
parent compound that must not be modified, to
limit the number and types of transformations that
are applied or to specify a property criterion
against which to select a subset of the compounds
in each generation to control the growth of compound numbers. An example of such a workflow is
shown in Figure 1.

account to understand when a user can confidently distinguish between compounds based on
these predictions.
It is not yet possible to design or select a specific molecule in a computer, confident that it will
have the properties required when synthesised and
tested. Instead, it is vital to use the information
provided by predictive models to focus on the compounds with the highest likelihood of success and
bias the odds of finding a high quality compound
in our favour10.
Given the uncertainty in the assessment of the
quality of compound ideas, it is also important to
explore a range of diverse compounds. It doesn’t
make sense to focus too heavily on one group of
closely related compounds, as it is possible that
they may all fail for a common reason. Wherever
possible, users should look for a balance of quality with chemical diversity when choosing compounds, to mitigate risk, validate the predicted
hypothesis and better understand the relationship between the compound structures and their
properties. Automatic generation of compound
ideas helps to ‘look outside the box’ and expand
the search for a diverse range of options for further investigation.

Bringing together the data to
prioritise compound ideas
The large volume of compound ideas and associated property data that may be generated is
impossible for a person to examine ‘manually’. A
successful compound must achieve a balance of
multiple, often conflicting, property requirements
and the objective is to identify compound ideas
that are likely to meet this property profile.
Furthermore, each drug discovery project with
different therapeutic objectives is likely to require
a different profile of properties. Therefore, prioritisation of the compound ideas to reduce the

Figure 2
An example scoring profile for
a project with the objective of
identifying suitable compounds
for a serotonin reuptake
inhibitor, showing the
properties of interest, the
desired value ranges and the
relative importance of each
criterion. For example, the
most important property was
inhibition of the serotonin
transporter, for which a
predicted Ki of less than 10nM
(log Ki < 1) was required. This
was followed by an aqueous
solubility of greater than
10µM (logS > 1) and a positive
prediction for human intestinal
absorption

How much can we trust
predictive models?
In order to prioritise the large number of generated compound ideas and understand which are
most likely to have appropriate properties, it is
important to use in silico predictive models of
the key properties. However, it is reasonable to
ask how reliable the predictions from these models are. All in silico models have a high degree of
statistical uncertainty in the values they predict
and limitations to the range of chemistries to
which they are applicable. It is important that
models explicitly indicate the uncertainties in
their predictions and that these are taken into
Drug Discovery World Fall 2011
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Figure 3: This graph shows the compounds generated by three generations of transformations starting with the lead
compound for the project that yielded the drug Duloxetine. Error bars show the uncertainty of the overall score for
each compound due to the uncertainties in the underlying data. Only the top 10% of generations 1 and 2 were used as
the basis for subsequent generations. The compounds are coloured by generation: Red is the parent, yellow generation
1, light blue generation 2 and dark blue generation 3. The drug Duloxetine was present in generation 3 and is shown by
the green diamond

number subjected to detailed consideration is a
major challenge.
Visualisation of the compound data may help,
but is unlikely to be sufficient given the complexity
of the data and objectives along with the uncertainties discussed above11. However, a solution is provided by ‘multi-parameter optimisation’ that can
integrate all of this data into an assessment of the
overall quality of a compound against a profile of
property criteria. One example is the probabilistic
scoring algorithm implemented in StarDrop3,
which allows the user to define a scoring profile
that represents the goals for an ideal compound (see
Figure 2). For each property, the user defines the
desired outcome and the importance of that criterion to ensure that the overall score reflects the
acceptable trade-offs between different properties.
A score is then calculated for each compound,
reflecting the likelihood of the compound successfully achieving the overall profile. An uncertainty in
each score, due to the uncertainties in the underlying data, can also be calculated, to clearly identify
when compounds can be confidently distinguished.
Plotting this information in a ‘chemical space’
which reflects the diversity of the chemistry being
explored allows ‘hot spots’ to be quickly identified
in which high quality compounds are most likely to
be found. An example of a chemical space can be
seen in Figure 5.
Drug Discovery World Fall 2011

Illustrative example: from lead to drug
A number of examples have been published that
illustrate how this approach could be used to aid
the search for high quality compounds7-9. Here we
will summarise one example describing a retrospective application to the lead molecule that ultimately gave rise to the drug Duloxetine was used
as a starting point.
The application of a set of 206 transformations produced 172 child compounds, which suggests that three generations would create approximately 1.7 million child compounds. Therefore,
three generations were applied, but only the topscoring 10% of the compounds in each of generations one and two were used as the basis for
subsequent generations. The scores were generated using predictions from QSAR models of inhibition of the serotonin transporter and key
ADME properties.
The resulting data set contained 2,208 compounds out of the potential ~1.7 million and the
scores for these compounds are plotted in
Figure 3. From this it can be seen that the score
typically increases with generation – the score
for the initial lead is 0.09 and the averages for
the compounds in subsequent generations are
0.32, 0.44 and 0.53 respectively – indicating
that the compounds’ overall quality are improving. However, as the results from multiple
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uncertain predictions are combined to calculate
the score, the uncertainties in the score are high,
as shown by the error bars in Figure 3.
Therefore, it is difficult to discriminate between
compounds with confidence, particularly in the
later generations. Finally, it is notable that
Duloxetine itself is present in the final generation, with a score that is significantly higher
than the initial lead (level of significance ~0.1)
and not significantly below that of the highest
scoring compounds.
The structures and scores of the initial lead and
Duloxetine are shown in Figure 4, along with the
three highest ranking molecules generated.
Although none of the top-three compounds could
be identified in a search of PubChem12, the sec-

ond-ranked compound bears a strong similarity
(Tanimoto similarity >0.9) to Litoxetine, also
shown on the right in Figure 4, which was progressed to clinical trials and is active against the
serotonin transporter with an IC50 of 6nM13.
The chemical space of the data set generated is
shown in Figure 5. From this it is clear that there
are multiple ‘hot spots’ containing high-scoring
compounds; the best scoring compounds are not
concentrated in one region, indicating a number of
different chemical strategies have been found that
are worthy of further consideration. The top three
ranked molecules are structurally diverse, within
the range of diversity explored around the initial
lead, and are distinct from both the initial lead and
Duloxetine itself.

Rank 1

Rank 2

Litoxetine
Rank 3

Duloxetine

Initial lead

Figure 4: The initial lead that ultimately gave rise to Duloxetine, the top three compounds generated from this lead, and
Duloxetine, which was also generated by the algorithm. The score for each compound is show to the right along with a
histogram indicating the contribution of each property to the overall score (the colour of each bar corresponds to the
property key shown in Figure 2). All of these compounds are predicted to have good values for the predicted ADME
properties. However, the initial lead has a much lower score due to a significantly poorer Ki predicted for the serotonin
transporter. The structure and calculated score for Litoxetine, a clinical candidate serotonin reuptake inhibitor, is shown
to the right for comparison. The predicted Ki for this compound is 10nM, in line with the reported IC50 of 6nM.
Although this structure was not generated automatically in this example, it bears a strong similarity (Tanimoto similarity
>0.9) with the second-ranked compound, which has a higher predicted affinity and hence a higher score
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of this technology, which include: aiding the rigorous exploration of chemistry around early hits, to
identify those hits most likely to yield high quality
lead series; helping to find strategies to overcome
problems with compound properties in lead optimisation; and identifying patent busting opportunities by expanding the chemistry around existing
development candidates or drugs to search for
DDW
compounds with improved properties.

Figure 5
The chemical space of
compounds generated from
the initial lead that gave rise to
Duloxetine. The points
corresponding to compounds
are coloured by score, from
the lowest (0.29) in red to the
highest (0.69) in yellow. The
initial lead is shown as a dark
blue diamond, Duloxetine as a
light blue diamond. The topthree scoring compounds are
shown as green diamonds
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Conclusion
In order to get the most out of predictive methods,
they should be used to evaluate a wide range of
ideas and prioritise the best for detailed consideration by an expert. This achieves the best combination of experienced scientists, who can define the
desired property profile and scrutinise the topranked compounds, with a computer’s capability
to generate and objectively analyse large quantities
of data.
However, while generating property data and
prioritising ideas is inexpensive and quick, the
bottleneck comes creating the ideas and entering
them into the computer. Here too, computational
approaches can help by encoding and applying
the rules used by medicinal chemists to modify
and optimise molecules. This, again, achieves a
synergy between the chemists’ expertise – defining the transformations to be applied and controlling their application – with the computer’s
capability to store and apply more transformations than an individual.
This approach may also be used as a tool to capture and share knowledge or even as an educational resource for less experienced scientists, as transformations may be shared and organised into
groups tailored to specific objectives, such as
improving metabolic stability or reducing plasma
protein binding.
There are a wide range of potential applications
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Need help in understanding
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screening technologies?
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